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Abstract 
Latest advancements in multi-core have created interest among 

many research groups in exploring and finding out ways to 

harness the true power of large number of processor cores. 

Therefore, multi-core systems have become the dominant 

architecture for desktop, high-performance and handheld devices. 

Several chip manufacturers including AMD, IBM, Intel and Sun 

have released systems, which have multiple processing units on a 

single chip. This trend is likely to continue with more and more 

cores being put on a single chip. However, these architectures 

have introduced many challenges in maximizing the application 

performance. Thus, performance evaluation of the multi-core 

architectures becomes very important to unveil the potential of 

these systems. In order to analyse the experimental results better, 

an architectural overview of the experimental test-bed is 

provided. In addition, experimental methodology and the 

targeted performance metrics are described. Cache memory read 

latency is measured for varying memory sizes up to 8MB for 64-

bit stride memory accesses. The entire memory hierarchy is 

measured starting from the L1 cache to the main memory. 

Results of M5sim conducted on AMD Opteron 2218 shows a 

reduced access time compared to the results obtained from 

ALPHA ISA, AMD Opteron 2218 shows the better performance 

than ALPHA 21264(EV 6). 

Keywords: Multicore, inter-processor communication, parallel 

program, Cache, M5simulator. 

1. Introduction 

1.1 Introduction to multi-core 
 

The demand for computing power continues to increase in 

virtually every domain, from the basic desktop systems to 

the high-end computing platforms. In the past, 

performance increase in processors was mainly reached by 

increasing clock frequency and designing more complex 

systems [1, 2]. As stated in Moore’s law, the number of 

transistors inside a single chip has continued to increase 

exponentially. However, using all these transistors for a 

single processing core is facing practical challenges [6]. 

These challenges include power dissipation, thermal 

constraints and limited instruction-level parallelism.  

Accordingly, major microprocessor vendors have shifted 

their designs into utilizing the available number of 

transistors inside a single chip by using multiple 

homogeneous cores. The emerging multi-core architectures 

provide a solution to increase the performance capability 

on a single chip without requiring a complex system and 

increasing the power requirements. Therefore, multicore 

systems have become the dominant architecture for both 

desktop and high-performance platforms, Multi-core 

processors are also referred to as chip multi-

processors(CMPs). Several chop manufacturers including 

AMD, IBM, Intel and Sun have released systems, which 

have introduced many challenges in maximizing 

application performance. Thus, performance evaluation of 

the multi-core architectures becomes very important to 

unveil the potentials of these systems. To address this 

problem, the experiments were conducted in a wide range 

of homogeneous multi-core systems from different vendors 

and representing different architectural features. In order to 

analyse the experimental results better, an architectural 

overview of the experimental test-bed is provided. In 

addition, experimental methodology and the targeted 

performance metrics are described. All the experiments 

focus on the sources of possible bottlenecks in these multi-

core architectures to evaluate the potential of these systems. 

Besides these homogeneous multi-core processors, there 

are some other trends that follow a different approach to 

improve performance. Heterogeneous local-store based 

multi-core architecture. STI Cell processor, and multi-

threaded streaming graphical processing units (GPUs) are 

examples of these trends, However, this study focuses 

merely  on the homogeneous multi-core based systems. 

The utilized benchmarks include HPCC STREAM 

benchmark, some micro-benchmarks from LMbench v3.0, 

an FFT multi-threaded application benchmark using FFTW 

library and some kernels from NAS Parallel Benchmarks 

(NPBs)[3]. Such benchmarking cases and aplicaion are 

experimented on a set of multi-core systems from x86 and 

Alpha 21364(Marvel) architectures. The experimental test-

bed includes a dual-core single socket Intel Core 2 Duo 

(Conroe), a quad-core single-socket Intel Core 2 Quad 

(Kentsfield), a quad-core dual-socket Intel Xeon 

(Clovertown), a dial-core dual-socket AMD Opteron 
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(Santa Rosa), a quad-core dual-socket AMD 

Opteron(Barcelona), Alpha 21264(Marvel) ISA is 64 bit 

load store bit architecture. Estimation of access time on 

ALPHA ISA using M5sim is reduced when it is compared 

on X86 ISA using CACTI [11]. On the other hand, a full-

system simulator is utilized to examine the overhead of 

maintaining caches coherent inside multicore architectures. 

 

1.2. Cache Hierarchy  
 

This dissertation focuses on the design and performance of 

the cache hierarchy for a large-scale CMP (LCMP). The 

most naïve and straightforward design is to have all levels 

of the cache be private to their own cores, i.e., a core 

cannot utilize cache space that does not belong to it. This 

scheme is demonstrated in Fig.1 in a CMP with a two-level 

hierarchy. If core A’s particular sub-hierarchy is not being 

fully utilized due to the nature of the application running 

on that core, while core B’s sub-hierarchy is being taxed to 

the limit, there is no edibility to allow for core B to use the 

unused space owned by core A. Even worse, in CMP 

designs where a core is shut down for power savings, the 

cache attached to that core is totally useless. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
                                 To Memory 

Fig. 1 CMP with private caches 

 

Fig. 1 is a naive cache hierarchy implementation for 

LCMPs. Each core has a private cache hierarchy of several 

levels all to itself. On the right is a more flexible 

implementation, where each core has potential access to 

the entire L2 cache. Given the likelihood of unused blocks 

is limited. However, this flexibility also comes at a cost in 

terms of access times. If the L1 cache were shared across a 

platform, L1 access and hit times vital to the performance 

of a platform would be negatively ejected. Thus, a typical 

platform will have private caches closer to the core, in 

order to preserve small sizes, close proximity and fast 

access and hit times, but have shared caches closer to 

memory, where these latencies are not so tightly 

constrained. Program level partitioning can be used to 

improve the memory access [5]. An example of this style 

of platform with a two-level cache hierarchy is shown in 

Fig. 2.  

 

 

 

 

 

 

 

 

 

 

 

 

 
                                  To Memory 

Fig. 2 CMP with shared caches 
 

1.3. Motivation 
 

As multi-core architectures have emerged as the dominant 

design choice in contemporary computing systems, there 

have been numerous research efforts targeting these 

architectures. Among all these efforts, performance 

evaluation and analysis has an important role to understand 

the current and upcoming challenges for better utilization 

of such systems. Experimented application performance 

scalability on multi-core architectures base on AMD 

Opteron processors. My current study was conducted on 

wide range of multi-core architectures and also presents 

the performance scaling analysis on the cluster level. In 

addition, the cache coherence overhead analyzed using a 

full-system simulator. About Cache Size – whether larger 

the better for cache size – Or there is any point such as the 

enlargement of cache size above this point makes little 

improvement in performance, since cache size is the most 

important factor for energy consumption. The cache size 

impact of L1 cache and L2 Cache considered for both 

single core and multicore system. CPU Frequency – The 

experiment results shows that the relation between higher 

frequency and higher performance. To understand the IPL 

(Instruction Parallelism Limit). IPL depends on the width 

of the processor to fetch and execute instructions, the 

number 

2. Related Work 

2.1. Background Study 
 

As multicore architectures have emerged as the dominant 

design choice in contemporary computing systems, there 
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have been numerous research efforts targeting these 

architectures. Among all these efforts, performance 

evaluation and analysis has an important role to understand 

the current and upcoming challenges for better utilization 

of such systems. The wide range of multi-core 

architectures and performance scaling is analyzed on the 

cluster level. In addition cache coherence overhead is also 

analyzed using a full-system simulator. As the number of 

cores inside a single chip grows, shared resources such as 

shared bus and memory subsystem become as performance 

bottlenecks [6]. Stress tests conducted on all levels of the 

memory hierarchy from the first level cache to off-chip 

external memory. In addition, performance issues were 

investigated in a commodity cluster with multi-core based 

node architectures. Inter-processor communication is 

significantly good in multicore processor than in core of 

different processors [4]. 

 

2.2. Architecture Description 

 

Table 1 provides a summary of key architectural and 

system features. To analyse the emerging homogeneous 

multi-core architectures, a broad range of systems were 

utilized. Intel based test beds follow a Symmetric Multi-

Processor (SMP) architecture, with a shared Front-Side 

Bus (FSB) connecting the processors to a single controller, 

called a north bridge. On the other hand, AMD64 Opteron 

based test beds arc cache-coherent Non Uniform Memory 

Access (cc_ NUMA) architectures [10]. Each socket/ chip 

contains its own memory while the whole memory in the 

system is globally shared by utilizing the Hyper Transport 

(HT) links. NUMA comes from the fact that different 

memory parts can be accessed with different latencies in 

such architectures. AMD64 Opteron systems have the 

memory controller integrated into the processor with 

direct-connect architecture. 

 
Table 1. System characteristics of the experimental test bed 

System 
Intel Xeon 

E5310 

SunFire X2200 

M2 Server 

Dec Alpha 

21264 

Processor 
Intel Xeon ( 

Clover town) 

AMD Opteron 

2218 (Santa 

Rosa) 

Dec Alpha 

21264 

Clock (GHz) 1.66 2.6 1.0 

L1 Data 

Cache 
32 KB 64 KB 128 KB 

Cores/Socket 4 2 4 

Compiler gcc 3.4 gcc 4.2 gcc 4.0 

OS Fedora 12 Ubuntu 10.10 
Ubuntu 

10.04 

 

Intel Xeon E5310 (Clovertown): Clovertown similar to 

Kentsfield follows the same design methodology that 

combines two Intel Core 2 dies into a single MCM. 

Clovertown suffers from the same bottlenecks as 

mentioned earlier for Kentsfield and shares the same core 

architectural features with Conroe.   

 

AMD Opteron 2218(Santa Rosa): Santa Rosa is a dual-

core AMD64 Opteron processor. It is based on 90-

nanometer(nm) silicon technology. Each core has 64 KB 

2-way set associative L1 data and instruction caches and 1 

MB 16-way  set associative L2 Cache. Both the L1 and L2 

Caches are private and the cache coherency is maintained 

based on the MOESI(Modified, Owned, Exclusive, Shared, 

Invalid) protocol. AMD64 Opteron processors use 12-

stage integer pipeline and 17-stage floating point pipeline. 

 

Alpha 21264(EV 6): The Alpha 21264 was a four-

issue superscalar microprocessor with out-of-order 

execution and speculative execution. It has a peak 

execution rate of six instructions per cycle and can sustain 

four instructions per cycle. It has a seven-stage instruction 

pipeline. The 21264 microprocessor is a high-performance 

third-generation implementation of the Compaq Alpha 

architecture. The 21264 consists of the following sections 

as shown in Fig. 3 

 Instructions fetch, issue and retire unit(Iox) 

 Integer execution unit (Ebox) 

 Floating-point execution unit(Fbox) 

 On chip caches (Icache and Dcache) 

 Memory reference unit(MBox) 

 External Cache and system interface 

unit(Cbox) 

 Pipeline operation sequence 

 

3. Problem Definition and Methodology 

3.1. Problem Definition 

The performance of multicore architectures is important 

for the high performance computing as well as for the hand 

held devices. In this paper experiments are conducted on a 

wide range of homogeneous multi-core systems from 

different vendors and representing different architectural 

features. Cache coherence overhead in x86/Alpha and 

cache performance evaluation on Alpha 21264(EV 7) is 

also analysed.  

3.2. Methodology 

Experimental methodology for benchmarking study: Low-

level micro-benchmarking experiments using HPCC 

benchmark STREAM and LMbench were conducted to 
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isolate the performance bottlenecks and do stress testing on 

the memory subsystem. All of the experiments were 

designed to be multi-threaded using POSIX threads 

library[8]. This will help to examine the performance 

scalability with the increasing number of threads running 

simultaneously. In addition, an FFT benchmark was 

utilized to investigate double-precision floating 

performance of the evaluated multicore systems. All 

systems were using gcc compiler as can be seen in Table 1 

with the corresponding version numbers.  

 

STREAM Benchmark:  STREAM Benchmark is a part of 

HPC Challenge benchmark and is intended to test the 

sustained memory bandwidth of a system. STREAM 

measures the performance of four long vector operations 

using four loops. The first loop, COPY, measures transfer 

rates in the absence of any arithmetic operations, the 

second SCALE multiplies a vector by a scalar value, the 

third operation ADD, adds two vectors and the last one 

TRIAD is a combination of SCALE and ADD operations. 

 

LMbench: LMbench provides a suite of benchmarks to 

isolate the performance bottlenecks that are commonly 

found in many system application. Micro-benchmarks were 

designed to measure system latency and bandwidth among 

processor and memory, network, file system and disk. For 

the scope of this study, memory bandwidth and latency 

tests were adapted for our experiments. 

 

NAS Parallel benchmarks: The NPB suite is a well-known 

benchmarking suite designed to help evaluate the 

performance of parallel computers. The benchmarks were 

derived from computational fluid dynamics (CFD) 

applications (BT, LU, and SP). NPB MPI version 2.4 was 

utilized in this work with experiments using kernels CG 

and MG. 
 

Table 2. Simulation parameters 

Parameter Value 

Processors 
In order 2-way UltraSPARC-III 

Cu processor 

# of cores 2, 4, 8, 16 core target systems 

L1 Caches 

Split I&D, 64 KB 4-way set 

associative with 64-byte blocks 

per core 

L2 Caches 
1 MB 4-way set associative with 

64-byte blocks per core 

L2 Caches 
1MB 4-way set associative with 

64-byte blocks per core 

Coherence 

mechanism 

Snooping protocol based on 

MOSI states 

Memory 256 MB per core shared memory 

Interconnect Hierarchical switch 

 

SPLASH-2 Benchmark Suite: The SPLASH-2 suite 

consists of a set of complete applications and 

computational kernels. The programs represent a variety of 

computation workloads in scientific, graphics computing 

and engineering. The suite is designed to facilitate the 

study of centralized and distributed shared address-space 

multiprocessors. In this work, Water Spatial, a water 

molecule simulation system and Radix sort, an integer 

radix sort kernel used for porting and evaluation. 

 
 Table 3. Simulation workloads for SPLASH 2 Benchmark suite loads 

 

Benchmark Description 

Barnes  Implements the Barnes-Hut 

method to simulate the interaction 

of a system of bodies(N-body 

problem) 

Cholesky Blocked Cholesky factorization 

on a sparse matrix 

FFT Complez 1D, 6-step FFT 

Ocean Simulated large-scale ocean 

movements based on eddy and 

boundary currents 

 

4. Multiprocessor Memory Consistency 

4.1. Multiprocessor Memory Consistency 

Serial programs running on von Neumann machines 

present a simple intuitive model to the programmer. 

Instructions appear to execute in the order specified by the 

programmer or compiler regardless if the implementation 

of the machine actually executes them in a different order. 

Importantly, a program’s load returns the last value written 

to the memory location. Likewise a store to a memory 

location determines the value of the next load. This 

definition leads to straightforward implementations and 

semantics for programs running on a single uni-processor. 

Multithreaded programs running on multiprocessor 

machines complicate both the programming model and the 

implementation to enforce a given model. In particular, the 

value returned by given load is not clear because the most 

recent store may have occurred on a different processor 

core1. Thus architects define memory consistency models 

to specify how a processor core can observe memory 

accesses from other processor cores in the system. 

4.2. Impact of caches on memory consistency  

Cache memories have been paramount in facilitating the 

rapid performance progress of Micro processors over the 

past twenty years. They allow processor speeds to increase 

at a greater rate than DRAM speeds by exploiting locality 

in memory accesses. The beauty of caches is their effective 

operation with very little impact on the programmer or 
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compiler. In other words, details of the cache hierarchy do 

not affect the instruction set architecture and their 

operation is all hardware-based and automatic from a 

programmer’s point-of-view. While implementing a cache 

hierarchy had little ramification on a uni-processor’s 

memory consistency, caches complicate multiprocessor 

memory consistency. The root of the problem lies in store 

propagation. While two processors in a system, P1 and P2 

may both load the same memory block into their respective 

private caches, a subsequent store by either of the 

processors would cause the values in the caches to differ. 

Thus if P1 stores to a memory block present in both the 

caches of P1 and P2, P2’s cache holds a potentially stale 

value because of P1’s default operation of storing to its 

own cache. This cache incoherence would not be 

problematic if P2 never again loads to the block while still 

cached or if the multiprocessor did not support the 

transparent shared-memory abstraction. But since the point 

of multiprocessor memory models is to support shared 

memory programming, at some point future loads of the 

block by P2 must receive the new valued stored by P1, as 

defined by the model. That is, P1’s store must potentially 

affect the status of the cache line in P2’s cache to maintain 

consistency and the mechanisms for doing so are defined 

as cache coherence. 

4.3. Cache coherence Invariant and Permissions 

A commonly used approach to cache coherence encodes 

permission to each block stored in a processor’s cache. 

Before a processor completes a load or a store, it must hit 

in the cache and the cache must hold the appropriate 

permission for that block. If a processor stores to a block 

that is cached by other processors, it must acquire store 

permission by revoking read permission from other caches. 

This type of protocol is called an invalidation-based 

approach which maintains the following invariant for a 

given cache block: At any point in logical time, the 

permissions for a cache block can allow either a single 

writer or multiple readers. 

 
Table 4. Cache coherence states 

States Permission Invariant 

Modified(M) Read, write 
All other caches 

in I or NP 

Exclusive(E) Read, write 
All other caches 

in I or NP 

Owned (O) Read 
All other caches 

in I or NP 

Shared( S) Read 
No other cache in 

M or E 

Invalid(I) None None 

Not 

Present(NP) 
None None 

4.4.  Cache Coherence techniques for SMP and 

ccNUMA machines 

This section presents background work on cache coherence 

protocols for a large class of prior shared-memory 

multiprocessor machines. Prior multiprocessors were 

generally classified as symmetric multiprocessors (SMPs) 

or cache-coherent non-uniform memory access latency to 

all processors across the entire address space. On the other 

hand, ccNUMA machines exhibited different access 

latencies depending on memory region and the physical 

location of a processor. 

Total latency = (number of switches traversed*switch 

latency)+(number of channels traversed * channel latency) 

 

Snooping on a Bus: A bus provides key ordering and 

atomicity properties that enable straightforward coherence 

operations. First, all endpoints on a bus observe 

transmitted messages in the same total order. Second, 

buses provide atomicity such that only one message can 

appear on the bus at a time and that all endpoints observe 

the message. Third, buses implement shared lines that 

allow any endpoint to manipulate a signal or condition that 

is globally visible to all other endpoints during a bus 

transaction. Shared lines facilitate both bus arbitration and 

cache coherence operations. For example, a shared owner 

line can indicate if any processors is in state O, and a 

shared sharer line can indicate if any processor is in     

state S. In a bus-based SMP, each processor and memory 

node in the system connects to the bus. With all coherence 

messages broadcast on a bus and with message arrivals 

ordered the same way for all nodes, coherence controllers 

at each node implement a state machine to maintain proper 

coherence permissions and to potentially respond to a 

request with data[7]. 

 

Greedy snooping on a Ring: While buses offer a total order 

that enable simple coherence protocols, it is difficult to 

implement a bus that keeps pace with increasing core 

frequencies. Implementing a faster interconnect requires 

designers to use point-to-point links instead of electrically 

or logically shared wires. One option uses a ring topology 

where each node is connected to two other nodes such that 

they form a closed loop. All messages nominally travel 

through the ring in the same direction and messages 

between nodes are never reordered. A ring offers fast 

point-to-point links but avoids some of the complexity of 

general purpose, packet-switched interconnects in arbitrary 

topologies. Routers and switches on a ring can be fast and 

simple. The router at each node consists of a single input 

port and a single output port. Nodes have the opportunity 

to insert and remove messages from the ring using 

distributed arbitration. 
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5. Design and Implementation 

5.1. Simulation Model 

This work simulated using different multi-core 

architectures and with different cache sizes and with 

different cache mapping techniques. Then benchmarks are 

run, both computer-sensitive and data-sensitive on the 

simulated multi-core architecture. Different values are set 

for the latencies between memory and L2 and between L1 

and L2 also. Currently Level1 instruction cache option is 

not available with the simulator. So no setting is done for 

the Level1 instruction cache. 

 

The progress after execution can be tested by testing the 

log file, which will be generated after execution of any 

application on the simulated architecture. The log file will 

give the complete detail, but it depends upon the 

benchmark also. The details include the number of cache 

misses and hence the cache miss rate of a specific 

application can be calculated if more than one application 

run on the simulated architecture simultaneously. 

 

To simulate different multicore architectures, different 

configuration files have to be created and they all should 

be placed in the conf folder of the simulator. The details 

about the newly included file should be specified in the 

config file in m5. 

5.2. Implementation Details 

Programming Language: This work has been implemented 

using M5 and Python and C++. The M5 simulator is 

largely written in C++ and uses Python extensively for 

configuration. The code is freely distributable under a 

BSD-style license and does not depend on any commercial 

or restricted-license software[12]. 

 

To run applications on the simulated architecture, it is 

necessary to compile those applications using the sescutils 

compiler, which will generate the applications. On the 

other hand, there are some precompiled test files and 

benchmarks that can also be run directly on the simulated 

architecture. 

5.3. M5(Modulator Simulator) 

M5 is a modular platform for computer architecture 

research, encompassing system-level architecture as well 

as processor micro architecture. It is intended for use by 

researchers in academia or industry looking for a free, 

open-source, full-system simulation environment for 

processor, system or platform architecture studies. Because 

the primary focus of the M5 development team has been 

simulation of network-oriented server workloads, M5 

incorporates several features not commonly found in other 

simulators including Full-system simulation Detailed 

timing of I/O device accesses and DMA operations. 

Accurate, deterministic simulation of multiple networked 

systems Flexible, script-driven configuration to simplify 

specification of complex multi-system configurations. A 

variety of included network workloads and support for 

storing results from multiple simulations in a unified 

database for automated reporting and graph generation. 

 

M5 also integrates a number of other desirable features, 

including pervasive object orientation, multiple 

interchangeable CPU models, an event-driven memory 

system model, and multiprocessor capability. The M5 

simulator is largely written in C++ and uses Python 

extensively for configuration. The code is freely 

distributable under a BSD-Style license and does not 

depend on any commercial or restricted-license software. 

 

Test Syscall Emulation (SE) mode: There are two 

simulation models in m5sim, the Syscall Emulation (SE) 

mode and the Full System (FS) mode. The SE mode does 

not simulate operating systems. It emulates system calls on 

the host machine. The FS mode simulates the whole Linux 

system to test whether the installation is working. Testing 

can be started in SE mode because the FS mode requires 

additional efforts. 

 

Running in full system(FS) mode: The Syscall Emulation 

(SE) mode can be used to simulate programs that do not 

use Linux pthread. Full System (FS) can be used to 

simulate programs using pthread.  

5.4. Benchmarks 

Multi-threaded benchmarks make it possible to investigate 

applications communication behavior. Single-threaded 

benchmarks can be combined to create multiprogrammed 

workloads. This makes it possible to investigate CMP 

interconnects without adding a cache coherence protocol. 

In the assignment text, it is suggested to use the SPLASH-

2 benchmark suite to investigate application 

communication behavior. 

 

SPALASH-2 Communicating Workloads: To simulate the 

SPLASH-2 benchmarks to completion takes less time than 

with the LM benchmarks. However, it still takes too long 

to be practical. Consequently, the fast forwarding 

techniques described for the LM benchmarks can also be 

useful here. The flaws in the M5 thread implementation 

makes it difficult to use fast-forwarding. The reason is that 

the benchmarks and the M5 specific pthreads library only 

compile with a library only found on a Tru64 UNIX 
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operating system in an Alpha based system. The best way 

to get round these problems is to switch to full system 

simulation[9]. However, there was not enough time left to 

do this when the problem was detected. 

 

Table 5 shows the simulation lengths chosen. These where 

found by trial-and-error and are chosen such that all 

simulation runs finish within 16 hours simulation time on 

the Norgrid cluster. Consequently, it is difficult to say if 

they are representative for the whole program execution or 

not. This further limits the applicability of the experimental 

results. However, some insight can be gained into the 

performance of parallel programs. 

 
Table 5. Number of Instructions simulated with SPLASH-2 

benchmarks 

Benchmark 2 CPUs 4CPUs 8 CPUs 

Barnes 
200 

million 
200 million 

200 

million 

Cholesky 
200 

million 
100 million 

200 

million 

FFT 
150 

million 
125 million 

100 

million 

FMM 
80 

million 
80 million 15 million 

LUContig 
200 

million 
150 million 

100 

million 

LUNoncontig 
200 

million 
100 million 75 million 

OceanContig 
180 

million 
60 million 30 million 

Ocean 

Noncontig 

170 

million 
50 million 30 million 

Radix 
50 

million 
25 million 15 million 

Raytrace 
180 

million 

To 

Completion 

To 

completion 

WaterNSquared 
200 

million 
150 million 75 million 

WaterSpatial 
200 

million 
125 million 75 million 

6. Results and Conclusions 

6.1. Cache read/write latency on Opteron Dual 

core/Dual processor 

Fig.4 presents the performance metrics which is the latency 

observed from the cores to the main memory. Memory 

read latency is measured for varying memory sizes up to 

8MB for 64bit stride memory accesses. The entire memory 

hierarchy is measured starting from the L1 cache to the 

main memory. The x-axis shows the no. of pthreads to 

access the data and the y-axis represents the latency in 

mille seconds (ms). It is clear to identify the memory 

hierarchy from the plateaus in the graph. 

 

 
Fig. 4 Memory Read/Write Latency on AMD Opteron 2218 

 

6.2. Cache memory miss latencies on alpha 

architecture 

Fig.5 and Fig.6 shows that, the execution time for the radix 

sort, fast fourier transform and fast multiple method 

decreases with increase in cache size. From the figures it is 

inferred that as the cache size increases, the execution time 

decreases. These simulation results correlate our 

experiments with theoretical effects  of on-board cache on 

performance 

 

 
Fig. 5Miss latency for dcache 

 

 
Fig.6 Miss latency for icache 

 

6.3. Access time analysis using m5 simulator 

The formula for average cache memory access time is 

obtained from the average memory access time, 
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access time = hit time + ( miss rate * miss penalty) 

Let ni be the number of hits during read operation, tni be 

the total number of instructions executed, ei be the 

execution time. Let write miss rate be denoted by wri and 

average miss latency denoted as mli. The access time is 

given by the following relation. 

Average cache access time = (ni / tni) * ei + (wri * mli) 

 

 
Fig. 7 Access time for dual core 

 

 
Fig. 8 Access time for quad core 

 

The access time in Fig.7 and Fig.8 is computed for 

ALPHA instruction set architecture using M5sim. The 

results obtained on ALPHA and AMD Opteron 2218 

architecture are qualitatively similar. The access time 

reduces slightly as the number of cores increases. But, the 

comparison between the results of two different ISA’s 

show that, there is a significant improvement in cache 

access time as it is moved from one ISA to another. 

Results of M5sim conducted on AMD Opteron 2218 

shows a reduced access time compared to the results 

obtained from ALPHA ISA. As the number of cores inside 

a multi-core chip grows, in order to get good performance 

the shared memory system need to be utilized including the 

caches efficiently. Accordingly, underlying cache 

coherence mechanism becomes crucial for performance as 

it dictates the signaling traffic which can become the 

bottleneck. 
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